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Managing Application Delivery
from the User’s Perspective

Essential Monitoring Capabilities and
Metrics for Assessing End-User Experience

Network managers are tasked with monitoring end-user experience, but
provided minimal direction on how to accurately assess user interaction with
business applications. This white paper shows how to accurately assess end-user
experience, interpret key metrics, and proactively identify performance problems.
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Introduction
Network teams are increasingly told to track end-user experience without any clear
guidance as to its meaning. Network professionals are left to wonder:

« What metrics best reflect end-user experience?

« How should monitoring solutions be configured to assess what users
are encountering?

This paper outlines the capabilities needed to manage user experience within a monitoring
solution, explores critical metrics that make up end user experience, and illustrates through
reports how to track current and long-term user experience.

Key Monitoring Capabilities

Accurately tracking end-user experience requires a performance monitoring solution that
provides complete visibility. Solutions should offer visibility into the network, applications,
and underlying infrastructure supporting service delivery. Performance monitoring
platforms should include:

1. Aggregated enterprise-wide performance tracking: Health, delivery, and user metrics
should be aggregated into a single dashboard displaying critical services for quick
assessment. Key reports and metrics showing the user perspective should be illustrated
within the dashboard or within underlying reports that can be accessed within a single
click from the dashboard.

2. Long-term packet capture: Long-term captures of historical infrastructure
performance and all packets traversing the network streamlines investigation of
sporadic end-user issues. Rather than performing packet captures or polling devices
upon the occurrence of a problem, teams can jump immediately to problem isolation
and resolution.

3. Comprehensive expert analysis: Expert analysis automates the process of error
discovery and provides suggestions as to potential solutions, which takes the guess
work out of the investigation process saving significant time.

End-User Experience Metrics

With a comprehensive monitoring solution in place, what metrics are the best to use for
monitoring and assessing end-user experience? Network consulting firm NetForecast*
surveyed 364 IT managers to identify the most valuable metrics for monitoring end-user
experience. Here are the top monitoring metrics and considerations:

Monitoring Considerations

Description

Place probes close to the client to
measure turn time and validate the
client has processed the request

in a timely manner. In addition,
monitor system behavior using
polling methods such as SNMP
and WMI.

Identifying how long it takes
for the client to process
information related to the
original request.

End-user page
response time

Place probes close to the server to
measure turn time and validate it
processed the request in a timely
manner. It's also critical to have
access to application-specific
details to view transaction errors
and query response times.

Similar to monitoring end-
user page response time,
except that the turn time is
being monitored from the
application-server side.

Server query
response time

Transactions The total amount of If the volume of transactions is too
processed transactions processed during a | high, transactions can sit in the
specific time period. queue for too long. This creates
error conditions and causes the
client to reprocess the request.

*Peter Sevcik and Rebecca Wetzel. “Management Vendors Fail to Measure “Real” User Experience”
NetworkWorld. March 7,2011.

Tracking user
experience requires
visibility into network,
application, and
infrastructure.



Traffic flow data
(by application)

Description

Breaking down each
conversation by application
and collecting performance
information regarding that
specific flow. Typically flow

data by application will be
offered in an aggregated or per
conversation basis providing
details including packets, bytes,
connection, and request details.
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Monitoring Considerations

Most solutions calculate traffic flow
data at Layer 4. Look for platforms
that calculate at both Layer 4 and
Layer 7 for greater accuracy and
application specific details.

Server errors

Server errors and details are
critical for resolving whether
the infrastructure is the
source of the problem. This
measurement can be done at
Layer 7 of the OSI model.

Access to long-term packet
captures and application details
are key to obtaining transactions
and server error conditions. Having
access to infrastructure details
would indicate whether errors are
related to higher request volumes
than the server can handle.

Network latency

Network latency is the time it
takes for a packet sent from the
source to reach its destination
(typically a remote system or
client).

Latency is critical for identifying
the source of slow performance.
Because latency metrics can

be impacted by the probe’s
position relative to the source and
destination, round-trip time (RTT)
maybe better to use as an overall
barometer for performance.

Server utilization

Server utilization calculates the
amount of traffic to and from
servers based on volume. The
metrics indicate the amount of
application traffic associated
with each server.

Utilize probes to capture and report
on the volume of traffic. Use WMI

or other polling technology to
better understand transactions and
processing (CPU) metrics.

Network Also, referred to as network Should be used in conjunction with
availability uptime, it is often measured device uptime. Device uptime only
as a percentage and tells you whether the component is
identifies whether devices are | running, not whether it's properly
successfully connected to the | connected to the network. Rely on
network. monitoring solutions that provide
both metrics to independently
validate users can access resources.
Bandwidth Total volume of traffic for It's not enough to know utilization,
utilization any given time period. In the but to understand the traffic

most basic sense this can

be obtained using an SNMP
polling device at Layer 2 to
look at link utilization as the
raw percentage of traffic for a
Gigabit or 10 Gb link.

makeup. Identify the actual traffic
mix via either a TAP and probe or
using NetFlow/IPFIX.

Having long-term
captures and
app-transaction
details are key to
identifying errors.
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Monitoring Best Practices

Ensuring positive user experience in the long term requires taking a holistic approach

to monitoring performance that consists of tracking all components involved in service
delivery and understanding how behavior and performance are evolving on the network.

1. Incorporating infrastructure monitoring: Having only application and network health
data means that the network team is missing a large part of the picture. It's important
to also track the underlying infrastructure components supporting applications, as
they are essential for solving problems or verifying application delivery is taking place
in an efficient manner.

2. Baselining: Baselining is critical to proactively managing performance problems,
allowing IT teams to understand long-term whether network health and application
delivery is improving or worsening.

In Practice: Tracking User Experience

With a thorough understanding of the solution capabilities and metrics needed to
understand performance from the user’s perspective, it's important to see how each of
these metrics or components should be implemented in monitoring and troubleshooting.
Each metric outlined above will be illustrated by using Network Instruments® Observer
Reporting Server which provides integrated dashboards and high-level reports for tracking
performance across the enterprise, Observer® for analysis of issues, and GigaStor™ for
long-term packet capture on enterprise networks.

End-User Page Response Time

The engineer would use long-term packet capture and analysis to synchronize and
calculate the turn time for the client and the server. In addition, information collected from
multiple probes is aggregated into one table, allowing the engineer to see specific client
communications and network path of the traffic.

APM User Experience Period Start: 7/20/2011 08:
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oril Application Client Response Time Carver Response Time Observed Byts

Down Name 1P Address  Client 8] client A IPAddress  Server Avesage (ms) Bl Server Average (ms)  Server Maximum (ms)  Connections Bl Connections  Client  Server  Total
© oy [1003622 172,055 715815 10.0.32.27 2.55% 121 377 7.0 253M 26IM
o CIFS/SMB 10.0.36.89 3462.194 2170.9124 10.0.32.27 1997 0. 94.038 152 214 13.9M 321M  33M
O CIFS/SMB 10.0.36.53 2988.417 8.633]10.0.32.27 0.877 0.31: 5443 w07 5 244M 33.IM 35.5M
o HTTP 10.044.7 1606.980 24.084410.0.38.192 2667 310.35: 3.083 3 5 17K 554K 7.25K
0 HTTP 10.0.36.74 1407.542 ---10.0.40.241 27.261 .- 87.012 4 --- 648K 210K 27.5K
0 HTTP 10.0.36.100 1333.264 1754154 10.0.40.100 0.302 0.33f 0.302 1 2 122K 106K 2.28K
0 Cisco SOTP | 10.0.248.240 1137.265 337.336) 10.0.240.10 0.920 0.47: 181.613 266 238 160K 798K 240K
° CIF5/SMB 10.0.36.40 1062489 1563, Sg 10.0.32.27 50833 97 240 8.03M 218M 226M

Client Metrics

Application-specific
The Client Top 10 RTT and Server Top 10 RTT graphs break out response times by client details help understand
and server independently. The engineer can then drill down to identify with which devices transaction requests
the client communicated. The following information in the table is important to share with !
IT teams when investigating any potential issue: client-server flow, number of connections, responses, and errors.
application types, and interfaces.

Server Query Response Time

Capturing server query response time is similar to page response time, except that the turn
time is being monitored from the application-server side. Having access to application-
specific details is key not only to obtaining this response time, but can also help engineers
understand transactional requests, number of responses, and error conditions.
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TCP Transactional Response Times

At Layer 4 of the OSI model, applications need to transport the information across the
network. Many applications use TCP to do this. Going beyond response times, it’s also
important to understand whether problems are related to issues within TCP.

TCP Conditions
Orill Application Client Server Observed Client Server Client Server
Down Name 1P Address 1P Adcress Connections B connections Retransmissions Retransmissions Zero Windows + Zero Windows

Q  crsswe 10.0.36.40 10.0.32.27 97 20 1 1 0 0
Q wow 10.0.232.113 10.0.328 415 4% 0 0 0 0
o LDAP 10.0.38.216 10.0.32.9 433 480 0 0 o 0|
o FTP control 10.0.44.7 10.0.32.9 0 327 10 82 o 0]
Q LDAP 10.0.232.113 10.0.32.9 389 445 0 0 o 0]
Q ow 10.0.38.216 10.0.328 384 475 0 0 0 0
O  msRec 10.0.32.14 10.0.328 26 215 0 0 0 0
o MSRPC 10.0.328 10.0.32.9 355 435 0 0 o 0]
(4] CIFs/sMe 10.0.36.53 10.0.32.27 107 5 3 7 ] 0]
(4] TDS-SQL 10.0.36.57 10.0.32.24 307 144 0 14 0 0|

This requires access to in-depth TCP-specific details and metrics as shown in this table. Each
flow has been analyzed for specific TCP conditions, including whether packets were lost
using retransmissions, clients held off sending information to due to servers being busy, and
Zero Window size metrics.

Transactions Processed
This is an application layer process that allows engineers to track the number of transactions
at a given time that a particular server or servers are handling.

Top 10 Server Transaction Requests RTT (ms) (Layer 7)
oril Applcation Server Applcation Transactional Response Time
Down Name IP Address Total Requests + Average (ms) 8l Average (ms)

©  crssve 10.0.40.100 21 1.045 1.926]
©  crFssve 10.0.32.14 0% 037 1.064
o TDS-SQL 10.0.32.24 114K 6.056 5.641]
© o 10.0.329 10 47.43 57.3%
©  cscoscee 10.0.240.10 73K 233.645 245.475|
(3] Cisco SCCP 10.0.240.9 33.8€ .- 14.111]
© s 10.0.32.8 10.8¢ 0.620 0.315}
o MSRPC 10.0.32.8 9.6% 3.875 1.315
© s 10.0.32.9 7.95 0.832 0.310)
© ww 10.0.32.8 6.5% 0.188 0.167]

This chart shows the number of transactions for a set period of time. From this view, the
solution platform should have the flexibility to drill down and identify when most of the
transactions occurred during set times, making it easier to isolate points of unexpectedly
heavy traffic.

Traffic Flow Data by Application

Identifying traffic flow data by application means being able to view each application and
related performance metrics along with the actual flows. There are two ways to achieve this.
Most solutions identify TCP/UDP protocols being used on Layer 4 of the OSI model providing
metrics including traffic volumes and response times. The second way is to view the same
traffic at Layer 7, which provides greater accuracy in calculating application metric and offers
application-specific details such as requests, errors, and status.

Reports should classify client-server communications by application and provide actual
response times in reference to baselines for client and server averages. In addition, they

. . . . . .
should show the number of connections along with the associated probe and interface. Viewing traffic from
.
Layer 7 provides

heplication Clients by Response Time

ol Applcation Clent REWBJE"! Server o Response Time Observed Frobe g reater accu racy

Down Name: IP Address  DNS Name Client Average (ms) + | Client: Average (ms) IPAddress  Server Average (ms) | server Average (ms) Server Maximum (ms)  Connections  Name Instance . .

(5] CIFsisme 100362 100.3%.22 4172.035 215815 10.0.32.27 0370 L1z 2.5% 121 Probe  Core-Partial Capure I n ca Icu I atl n g

O s 100362 10052 92424 63.733 10.0.328 12961 11113 14.661 2 Probe  Core-Partial Capure . . .

(3] CIFSSMB 1003622 10.0.36.22 3.682 7.775 10.0.32.14 0.188 0.175 0,658 8 Probe  Core-Partial Capure a p pl I Cat I 0 n m et rl CS.
ppplication Clients by Volume of Traffic

ol Appication Clent Server Observed Packets Bytes Bits/sec Probe

Down Name  1paddress DNSName [PAddress cComnections [ElConnectons Cient Server Total  Cient Elctent Server [Eserver Totalr BlTotl Cient Server Totdl IP Address Instance

O (FsE 10082 100%2 1003227 121 377 96878 1M3ITS 271253 7.006 628613 2536 427145 26le6  106e6 3227 116543 11970 10.0.32.20 Core-Partial Capure

O FssE 10082 100%2 1003214 8 S8 1890 1120 3010 19%B  L75e6 525663 78266 2.5les 9.5%e6 6620 1752 8372 10.0.3220 Core-Partial Capure

O FssE 10032 1003622 100328 2 3 1B 10 B 36 7154 2289 4410 5735 11565 230 153 3.2 10.0.3220  Core-Partial Capure
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Server Errors
Although the network is typically blamed for performance problems, it's often not the actual
cause. In monitoring flows by transactions, it's important to be able to identify whether the
server is producing errors. The Top 10 Application Errors table shows the number of errors
generated by transactions. The engineer also needs to identify the time of day when the
most errors are occurring. In this case, the engineer uses the drill down option to go to the
following report to identify the time period of concern. To be more proactive in monitoring
user experience, alerts should be set up on response times and critical errors for the critical
applications.

|Impact of errors on response timel

/ AN

Top 10 Application Errors (Review Error Detail in APP Report)
Drill Application Server Appligtion \veraoe Response Time against Bassline
Down Name 1P Address Emors~ Total Requests Completed Requests 0900  00:00 1000 00 1200 1200 1400 1600 18.00 1700
° CIFS/SMB 10.0.32.14 15.2€ 207K 164K
o DNS 10.0329 13.9€ 102 80.6K \
o CIFS/SMB 10.0.40.100 11.0€ 214K 137K \
© e 10,0328 3,07 6.52K 5.05K AN
©  TossaL 10040250 810 4.09K 0 \
©  Tssa 1003224 696 114K 12K
©  arssve 100329 541 7.95K 517K s —
©  arssMB 1003211 540 873 854
©  arsisMB 10.03238 48 108K 840K
Q uTe 10.038.178 430 121K 111K

Itis also important to track application-specific errors to quickly identify any potential issues.

Application Errors Period Start: 77202011 08:00 |
Customer Sites (All) (Application Performance Reports) Period End: 7202011 1760

Application Errors over Time
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Application Error Code Table

oril Appicabon Response Server Probe.

Down ‘Name Code P Address ot Beceree e T ===
O cmsme 0X00000000 = STATUS_SUCCESS 10.0.32.14 1566 10.0.32.20 Core-Partal Capure
Q e OxC0000034 = STATUS_OBIECT_NAME_NOT_FOUND 10.0.32.14 1LK 10.0.32.20 Core-Partal Capue
QO camsme 0XC0000008 = STATUS_INVALID_HANDLE 10,0.32.14 914 10.0.32.20 Core-Partsl Capure
Q e OxC0000034 = STATUS_OBJECT_PATH_NOT_FOUND 10.0.32.14 73 10.0.32.20 Core-Partial Capure
©Q camsme 0XC00000S5 = STATUS._DELETE_PENING 10.0.32.14 681 10.0.32.20 Core-Partal Capure
Q e OxCO00000F = STATUS_NO_SUCH_FILE 10.0.32.14 %9 1003220 Core-Partal Capure
Q camsme 0XC0000023 = STATUS_BUFFER _TOO_SMALL 10.0.32.14 28 10.0.32.20 Core-Partal Capure
o e xC0000120 = STATUS_CANCELLED 10.0.32.14 27 1003220 Core-Pertal Capwe

Network Protocol Errors

It's critical that a performance monitoring solution be able to present network errors in

a variety of ways. In this case errors are tied to specific network protocols. Errors tied to
Ethernet are listed by the associated probe alongside other important metrics needed to
resolve the problem. Navigating from the top report, it's possible to see at what time the
errors occurred, and verify they are associated with the time period in which a client called
to report a performance issue.

Network Physical Errors Period Start: 7202011 08:400

st s Y Pt 7 To proactively monitor
prem— user experience, set
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e 15:mM 1R Rewter tn Frenal nn..n 0 MRiljs =themet --- S.5AN 250G AM 3 3 n n n
e 15:00 17:00 Router to Frenal 10.0.32.20 100 MBijs Sthemet .- 491N 216 34M i 1 L] 0 0
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Network Latency

Network Latency can impact user experience when network issues occur. In the Top 10
Network Latency (RTT) view, network flows are shown along with baseline metrics to
provide context of normal, degrading, or unacceptable performance. In addition, reports
should be able to show as in the Client Latency chart, which client was impacted, and the
time of day the issue occurred.

Top 10 Network Latency RTT (ms)

orill Application Network Delay Observed
W Name

Client Server
Doy 1P Address 1P Address. Client Average (ms) & dlient Average (ms) Server Average (ms) B server Average (ms) Round Trip (ms) Bl Round Trip (ms) Connections 8 connections:
©  mossa 1003661 1003224 0783 1378 0252 0230
[+] LDAP 10.038.216 10.0.329 0612 0.584 0.063 0.065 0.675 0.650 433 480
o LDAP 10.0232.113 100328 0994 0711 0.078 00m 1073 0.791 415 e
© e 100232113 100329 082 0655 0.052 0054 0835 0709 38 s
(3] LDAP 10.038216 10.0.328 0734 0713 0.150 01m 0941 0853 384 475
6 TDS-SQL 10.0.40.249 10.0.40.250 0247 0.217 0.267 0.263 0510 0487 312 459
(4] TDS-SQL 10.0.36.57 10.0.32.24 037 0.348 0.325 0.2/ 0.6%8 0.648 307 144
e TDS-SQL 10.036.87 10.0.3224 0232 1526 0.244 0218 0488 1759 259 1.04K
Q e 1003633 10.0.240.11 24778 2448 o1 o1 24008 2297 a1 20
[+] HTTP 100447 10.0.38.223 26513 31329 0.288 0308 26.800 31629 241 330
Client Latency Over Time Period
Customer Sites (All) (Application Performance Reports) Periol
Client Latency
120 —_—
1.00
080
as0
040 @ 1003651 . TDS-S0L- 10.0.32.24
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P -
8 g H ] g g H 8 g g
8 3 2 = o 2 i 2 2 3
2 2 2 8 2 2 2 2 2 2
2 E ] 2 E E 3 3 S E
Client Latency over Time Table
Chent Application Date Time. Server Observed Prabe
1P Address Hame Start End 1P Address Connections + 1P Address Instance
10.0.36.61 S-S 03:00 10:00 10.0.32.24 67 10.0.32.20 Core-Partial Capure
10.0.36.61 TS5 10:00 11:00 10.0.32.24 62 10.0.32.20 Core-Partial Capure
10.0.36.61 TSSQL 11:00 12:00 10.0.32.24 10 10.0.32.20 Core- Partiel Capure
10.0.3.61 TOS-SQL 7/20/2011 12:00 13:00 10.0.32.24 107 10.0.32.20 Core- Partial Capure
10.0.36.61 TOS-SQL 13:00 1400 10.0.32.24 40 10.0.32.20 Core- Partal Capure
10.0.36.61 TOS-SQL 14:00 15:00 10.0.32.24 105 10.0.32.20 Core- Partial Capure
10.0.36.61 S-S 15:00 16:00 10.0.32.24 68 10.0.32.20 Core-Partial Capure

Server Utilization

Server utilization involves understanding how the server behaves when large transactions
occur at specific time periods. This is important when groups of users are complaining
about slowness or transactions not being processed in a timely manner. Server utilization
metrics are obtained using polling technologies to query servers. For simple and quick
troubleshooting, it's best to rely on a dashboard view of server health using red, yellow and
green health status indicators. The server utilization dashboard shows an easy-to-follow
view of average CPU utilization and maximum CPU load.

Drill down to investigate | Identify health and utilization |
specific servers

r Utilization (CPU %)

Drill Down Row Name Average CPU Load (%) [Maximum CPU Load (%)
T B 1
o T = [T

Network and Server Availability

Network and server availability can be monitored by polling the devices and servers in

your infrastructure. IT teams require not only dashboard views showing device health, but

also additional device details that illustrate how the services running across the devices are For quick and simple

functioning. This extra detail allows teams to investigate whether an application is down, .
monitoring element critical conditions are occurring, or a process on the device has stopped. X t,rOUbIeShOOtmg’
it's besttorelyona
— R . [ i R —— dashboard view of
o 100.2.23 Network Instruments HQ Ol 4C38897F % 23 4 0 Service health.

This chart would be logically tied into the dashboard allowing IT teams to obtain additional
details needed to resolve problems associated with a yellow or red status indicator. From
here, teams could then drill down for a single view showing all device availability during set
periods of time, or select a specific device to better understand what happened prior to it
going down.
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Bandwidth Utilization

Bandwidth utilization can be measured and reported from different perspectives. Analyzing
packet flows, bandwidth utilization can be calculated for an entire organization, data center,
or business unit and separated out by application. Polling technologies can also be used to
deliver utilization metrics from the device perspective. Reporting should offer the flexibility
to monitor utilization of a single device or in aggregate.

Total Bandwidth Utilization

]
| —
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The following chart illustrates overall bandwidth use for an organization. From this chart

the IT team can compare current utilization to the baseline and evaluate how bandwidth
utilization is impacting performance. When placed within a dashboard view, the chart allows
teams to quickly assess whether bandwidth utilization is adversely impacting performance
on the network.

Conclusion

Performance monitoring solutions that provide user experience data alongside service
delivery and infrastructure metrics are essential for allowing IT teams to accurately assess
user interactions with business-critical applications. By setting up alarms on key user metrics
and performance baselines, engineers can be proactive in managing potential issues. Finally,
having access to long-term packet captures and historic infrastructure performance, teams
can resolve issues before they interrupt business processes guaranteeing a satisfied and
productive user base.
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